
audience A - the model provider (never sees a secret)

audience B - the local executor and the human approver

Outbound payload
user text + tool

results

mask_text
value / pattern
-> [HC:xxxxxx]

LLM
Model output

tool call quoting
the placeholders

unmask_params
-> unmask_json

(recursive)

Approval dialog
the human sees the

real arguments

Tool executor
runs with the
real values

Session history
plaintext,
local only

L2 auditor
(a second LLM)

verdict
allow |
deny |

unavail.

The provider receives only
[HC:xxxxxx] tokens. No plaintext
leaves the host in the outbound
direction.

The amber channel is the only path on which plaintext re-enters the pipeline. A [HC:...] token invented by the model is left in place, never resolved to a value.

masked copy

tool arguments (still placeholders) masked params

deny -> stop


